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ABSTRACT 
We present a method for identifying the order of stacked 
items on interactive surfaces. This is achieved using con-
ventional, passive fiducial markers, which in addition to 
reflective regions, also incorporate structured areas of 
transparency. This allows particular orderings to appear as 
unique marker patterns. We discuss how such markers are 
encoded and fabricated, and include relevant mathematics. 
To motivate our approach, we comment on various scenar-
ios where stacking could be especially useful. We conclude 
with details from our proof-of-concept implementation, 
built on Microsoft Surface. 
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INTRODUCTION 
Considerable work has explored tangible interactions on 
surface-based computing (see e.g., [8,11]). Often, this en-
tails the direct placement of physical objects - either ab-
stract or iconic - onto interactive surfaces [14]. Although 
static themselves, their physicality offers an accurate and 
intuitive means for instantiating, manipulating, or other-
wise acting on dynamic elements within the interface.  

Stacking, an action we perform regularly to organize physi-
cal objects in the real world, is notably absent from con-
temporary surface interactions. Stacking provides an intui-
tive way to group items and describe ordering. In this pa-

per, we introduce a novel method that allows stacks of ob-
jects resting on camera-driven surfaces to be resolved – 
both which objects are in the stack, and in what order they 
are placed (Figure 1). 

RELATED WORK 
Many techniques have been developed to support tangible 
user interfaces. At present, physical object tracking is pri-
marily performed optically - a camera views the entire sur-
face and interprets shapes, outlines, or structured visual 
markers as interacting objects. The most popular technique 
is fiducial markers – unique patterns of reflective and non-
reflective areas [8,16]. These flat markers are typically 
placed on the bottom of tangibles requiring identification 
(see, e.g., [3]). It is also possible to track fiducial markers 
in 3D space (e.g., AR-toolkit [6]). Motion capture systems 
are accurate [9], but are not particularly well suited to ob-
ject identification, and are unwieldy and expensive to de-
ploy. Finally, vision-based object identification and track-
ing is possible, either from above or below the surface [13] 
(although occlusion and variations in lighting can be prob-
lematic).  

Non-optical methods have also been explored: RFID is 
suitable for determining what objects are present, but is less 
suited for spatial localization [5]. Similar is true of mag-
netic tags [10]. Resonance based electronic whiteboards 
[12] are limited by the number of objects that can be 
tracked and do not provide orientation information. Finally, 
acoustics have been explored to resolve the location of ob-
jects on the surface (although not identity) [4].  
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Figure 1. Physical objects can be stacked. Conven-
tional camera-based fiducial capture and software  

resolves the composition and ordering. 



 
Figure 2: All stacking combinations of three markers (black, red and blue); resulting composite marker shown. 

Another approach is to make objects actively report their 
location back to the interactive surface. Methods include 
electromagnetic positioning (triangulation/finger-printing, 
e.g., 802.11, Bluetooth, GPS), microdot patterns [2], and 
ultrasonic localization [15]. These techniques, however, 
require the devices to be augmented with electronics, in-
creasing their cost, and requiring them to be either battery-
powered or tethered. 

Unfortunately, none of the aforementioned methods can 
capture the ordering of stacked objects (shown to great ef-
fect in non-physical systems, e.g., [1]) Vision-based sur-
faces, which are most prevalent, cannot even determine the 
presence of stacks (due to occlusion from the lowest object 
in the stack). A partial exception to this is [7], which uses a 
mirror to capture a side view of the stack. However, this 
method is difficult to make robust against occlusion from 
user manipulation and input, and cannot support multiple 
stacks on a single surface (as one stack might occlude an-
other). The method we present in this paper can resolve the 
location, composition and ordering of one or more stacks 
simultaneously.  

STACKING INTERACTIONS 
Stacks enable many interesting interaction opportunities. 
One possibility is for users to order and arrange objects 
representing different functions - a useful feature in e.g., 
media based applications where filters and effects have 
different outcomes depending on order. Objects can also be 
arranged by importance, a useful feature for planning and 
prioritization.  

Stacks are also powerful in that they allow users to create 
physical state (and information in general) away from the 
surface. This could prove especially useful in private sce-
narios, including games or password entry. Simultaneously, 
stacks removed from the surface retain their physical state 
(and can be placed back on the surface at a later point).  

If large numbers of items are present on the surface, physi-
cal space can become constrained. Stacking objects pro-
vides a straightforward way to save space without dimin-
ishing complex physical relationships and state. Occlusion 
is also interesting in that some objects can be hidden, while 
others are prominently displayed (without loosing the abil-
ity to track all of the objects). Finally, users that are visu-
ally or physically impaired could also benefit from manipu-
lating objects physically rather than virtually.  

APPROACH 
Traditional fiducial markers are composed of reflective and 
non-reflective areas. In the case of Microsoft Surface (our 
prototyping platform), markers are a series of reflective 
circles. The vision system distinguishes one marker from 
another using the unique structure of these reflective dots. 
Furthermore, markers are asymmetrical, allowing software 
to infer their orientation in addition to their position. In 
general, fiducial markers are limited to diffused illumina-
tion and visible light setups (as FTIR-based systems do not 
radiate light perpendicular to the interaction surface, 
needed for retro-reflection). 

In order to resolve object stacks, we introduce a third state 
to fiducial markers: transparency (potentially a physical 
hole). In other words, each position on the marker can be 
reflective, non-reflective or transparent. When a position is 
transparent, the vision system can see whatever is behind 
the transparent area (e.g., the marker above). Several layers 
of transparent positions are possible, enabling the camera to 
view upwards several layers. 

By carefully manipulating the pattern of these three states, 
it is possible to support stacking. To the vision system, only 
a single marker is seen whether a single object is on the 
surface, or a stack of objects is present. In the latter case, 
the marker will appear as a composite of all the makers in 
the stack (as per the structure of the transparent areas). 
Thus, to recognize every possible stacking combination, 
each ordering must appear as a unique fiducial marker. This 
pattern can then be bound to the particular ordering. 

Figure 2 illustrates three objects stacked in every possible 
configuration (15 combinations). By manipulating the state 
of six positions (other dots are auxiliary or unused), it is 
possible to produce a unique maker for each ordering. 

Our approach has two additional and notable benefits. 
Foremost, we simply modify existing and inexpensive fi-
ducial markers. This requires no special tags, inks, patterns, 
cameras, or other hardware. Finally, our system can use 
conventional fiducial recognition software as the resulting 
patterns simply appear as normal markers.  

ENCODING SCHEME 
The encoding problem can be described as finding the state 
of d marker positions for which n objects can be stacked x 
ways. The number of ways n objects can be stacked, in-
cluding sub-stacks, is described by Equation 1.  



Our encoding scheme consists of two distinct fiducial pat-
terns acting in concert. The first n positions of the marker 
are dedicated to resolving what items are present in the 
stack. A position unique to each object is made reflective; 
all other positions are transparent. This allows the camera 
to look upwards and see every reflective position that is 
present (i.e., it is not possible to occlude a reflective area). 
In other words, if a reflective area is seen in the appropriate 
column, the corresponding object must be present in the 
stack. 

The remainder of the marker is dedicated to resolving stack 
order. This is achieved by deriving all possible combina-
tions of pairing two objects together (nC2). Each pairing is 
allocated one position (i.e. a column when stacked). In each 
position, one of the objects is made reflective, while the 
other is made non-reflective. The rest of the objects are 
transparent in that position. For each pair of objects in the 
stack, we know how they are ordered with respect to each 
other by looking to see if the appropriate position is reflec-
tive or non-reflective. From this pair-wise ordering infor-
mation, we can reconstruct the entire order of the stack. 
(Three example marker sets are included in the Appendix.) 

Consider, for example, the objects depicted in Figure 3. 
Here, the two left-most positions are used for presence. The 
right-most position is non-reflective in A and reflective in 
B. When A is below of B, the non-reflective area occludes 
the upper reflective position in B. Since we know A and B 
are both present (from the two left-most positions being 
reflective), we can conclude B is on top of A. Conversely, 
if B is below A, the right-most spot would be reflective.  

Thus, a formula for calculating the number of positions 
needed to support n objects is straightforward: a marker 
needs n positions for presence, and nC2 positions to resolve 
order. The result is Equation 2. 

IMPLEMENTATION 
Our prototype was implemented on a Microsoft Surface, 
which uses square fiducial markers three-quarters of an 
inch wide. Our three-state markers are constructed from 
conventional Microsoft Surface tags, mounted on transpar-

ent plastic. Transparent positions were created by laser-
cutting holes according to the desired pattern (other fabrica-
tion methods are possible, including cutting out areas with 
an Exacto Knife, or printing markers on transparencies with 
black and reflective ink). 

Markers can employ a variety of visual styles, as long as 
there are sufficient distinct positions capable of supporting 
the three states. Concentric circles, for example, could be 
used, which would allow objects to be stacked in any orien-
tation (e.g., disk-spaced objects). 

As previously discussed, each stacking combination results 
in a unique marker. In our proof-of-concept implementa-
tion, the marker-to-stack mapping is performed manually. 
However, the marker patterns could be supplied to a pro-
gram, which would derive the resulting composite marker 
appearances automatically.  

ACCURACY 
Microsoft Surface features an aggressive diffusion layer to 
make the display visible from a wide field of view. This 
particular implementation makes tracking objects greater 
than ~5mm above the surface impossible. Thus, the total 
height of the stack cannot exceed 5mm if the uppermost 
layer is to be viewed. Other, less diffuse surfaces could 
yield greater sensing distances - allowing for thicker ob-
jects to be stacked, such as pucks [8]. Alternatively, in-
creasing the size of the marker or altering the design could 
mitigate this issue by making markers more visible at 
greater distances (e.g. reflect more infrared light). 

Object offset becomes increasingly important as stack size 
grows. Poor alignment causes markers on top to be increas-
ingly diminished in size (and thus reflectance), conse-
quently altering the composite marker seen by the camera. 
Figure 1 depicts a maximally misaligned stacking (~2mm, 
staggered). Beyond this, performance rapidly degrades. 

Anecdotally, users are able to casually align objects into 
stacks with a variance of approximately ±1mm. The Sur-
face tags we employ have reflective dots 3mm in diameter. 
Thus, several layers of poorly aligned tags could occlude a 
majority of the reflective portion of an upper layer, heavily 

 

Figure 3: Fiducial patterns and resulting visual appearances for stacks of two objects. 
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degrading accuracy in recognition. However, if dot sizes 
were increased, perhaps doubled to 6mm, accuracy would 
rebound considerably as the alignment error would stay 
roughly the same.  

SCALEABILITY 
Our method is capable of scaling to large numbers of 
unique objects. For example ten objects, which can be 
stacked in roughly ten million different ways (Equation 1), 
requires fiducial markers with 55 positions (Equation 2). 
This could be presented as a 7x8 grid (several existing fi-
ducial marking schemes use 10x10 grids).  

It is also possible to use multiple instances of the same 
marker (and corresponding object) on the surface concur-
rently. For example, consider an interaction that has three 
object types (e.g., reverb, low-pass filter, distort). Only 
three markers would need to be used, one for each type 
(requiring six positions). Dozens of these primitive objects 
could be used and stacked on one surface. 

CONCLUSION 
We have described a fiducial marking scheme that enables 
stacking of physical objects on vision-based interactive 
surfaces. We briefly outline some of the interesting interac-
tions enabled by our technique. An encoding scheme is 
presented that allows practitioners and researchers to derive 
their own marker sets (three examples are included in the 
appendix).  
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APPENDIX 
 

n=2 d1 d2 d3 

Marker 1 •  • 
Marker 2  •  

    

n=3 d1 d2 d3 d4 d5 d6 

Marker 1 • 0 0 • 0 • 
Marker 2 0 • 0 • 1 • 0 
Marker 3 0 0 • 0   

       

n=4 d1 d2 d3 d4 d5 d6 d7 d8 d9 d10 

Marker 1 •    • • •    
Marker 2  •      • •  
Marker 3   •       • 
Marker 4    •       

  

• Non-Reflective 

 Transparent 

 Non-Reflective 

 


